
40 YEARS OF EXPERIENCE IN DISTRIBUTED SQL

The software industry has many cycles and sometimes it takes many years for a technology 
to be declared successful and reach mass adoption. In the last two decades, the database 
software industry has seen a strong challenge of the well-accepted relational database model, 
rooted in its inability to scale in a distributed fashion. The NoSQL trend, while demonstrating 
only scale-out could address large-scale requirements also brings visibility to the complexity 
of implementing distributed SQL, without making tradeoffs on latency and data integrity. 

However, while the majority of mainstream databases are too deeply anchored in their 
symmetric multiprocessing (SMP) implementations to easily evolve or reinvent themselves, 
clustered architecture databases have existed for almost 50 years. HPE NonStop SQL/MX 
is one that not only inherits that visionary scale-out architecture but also is designed with 
yet another high challenging goal—fault tolerance and real-time capabilities. Combining 
these characteristics at once is how HPE NonStop SQL is at the core of supporting critical 
data infrastructures in the world such as payments applications, point of sales (POS) with 
real-time business intelligence, travel industry, manufacturing supply chain, or healthcare 
records. Today this is how HPE NonStop SQL/MX is ranked by IDC as the most reliable 
relational database management system (RDBMS) on the market.1

ALWAYS ON, ALWAYS REAL-TIME, 
ALWAYS CONSISTENT
HPE NonStop SQL/MX database software

1  An IDC document (#US46640020), July 2020
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Check if the document is available 
in the language of your choice.

Strong consistency
HPE NonStop SQL/MX helps ensure you 
get the utmost data integrity no matter 
what happens to your system

https://psnow.ext.hpe.com/collection-resources/a50002329ENW


Page 2Data sheet

HIGHLIGHTS

• Massively parallel database engine handling complex and data-intensive queries

• Shared nothing scale-out architecture with near-linear scale to 4000 nodes

• Hybrid transactional and analytical processing (HTAP) support

• Out-of-the-box fault tolerance 

• Presents the clustered database as a single logical database instance to its users

• Executes workloads with end-to-end transactional integrity

• Modern ANSI and Oracle compatible SQL

• State-of-the-art compiler and optimizer

• Online database administration

KEY BENEFITS

• Unrivaled 24x7 availability for mission-critical database applications 

• Minimal cost; reduced brand damage due to database failures

• Ability to scale from two to 4000 nodes without application or architecture changes,  
highly expensive DBAs, programmers, or consulting fees 

• Ability to maintain service-level agreements (SLAs) for low latency thanks to near-linear 
scale capability

• No dormant hardware for lack of built-in fault tolerance of the OS or storage

• Lower total cost of ownership with industry-standard hardware, all-inclusive software 
licensing, and multi-tenancy

• Reduced cost of administration with out-of-the-box cluster and fault-tolerance, single 
logical database image, and one click as-a-service deployment

• Low-risk migrations and future-proof investment with ANSI compliance and  
Oracle SQL compatibility

Features Benefits

ANSI SQL and Oracle compatible SQL Supports a wide range of applications and a rich ecosystem of tools; future-proofs your digital core investments  
with standard and de-facto standard compatibility; reduces migration costs

Industry-leading reliability and  
patented process pair technology

Around-the-clock, mission-critical availability; should one processing node or disk fail, database requests and  
transactions are automatically and transparently re-routed

Massively parallel and shared-nothing, 
linearly scalable database engine

Supports multiple petabytes of database; realizes proportionate increase in throughput with no degradation in 
performance as you add processing capacity

Presents the clustered database  
instance as a single entity to users

Lower complexity and ongoing costs of database administration

State-of-the-art query optimizer  
and mixed-workload executor

Get real-time business intelligence directly from your master data source without impacting your OLTP workload

Fault-tolerant distributed  
transactional storage engine

Ensure data integrity at all times, in any failure scenario, even in a geographically distributed deployment

SQL/MX database services Self-deploy your database in minutes; consolidate your applications using multitenancy to reduce license costs

TABLE 1. SQL/MX benefits
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HPE SQL/MX DESIGN

Massively parallel, high-performance database engine
HPE NonStop SQL/MX database software is massively parallel processing (MPP),  
shared-nothing, and clustered database engine, which is the architecture of choice for 
mission-critical, high-end OLTP database applications that require performance, efficiency, 
and availability. With its priority-based and mixed-workload handling, HPE NonStop  
SQL/MX database software can simultaneously service different types of workloads—
low-latency single record inserts or updates to more complex ad-hoc reporting queries, 
and include routine database administration tasks without bringing the database down. 
Managed as a single database image, all database objects are virtualized across the entire 
cluster. Customers can start with a small system and seamlessly scale out by adding 
more processing nodes to the cluster to increase the capacity of the system. Customers 
experience linear growth in throughput with added capacity, since the shared-nothing 
architecture is designed to reduce contention for resources as the platform grows.

HPE NonStop SQL/MX database software utilizes three levels of partitioning:

• Partition parallelism—runs the same SQL operation concurrently on each data partition

• Pipeline parallelism—overlaps successive operations on a stream of data

• Independent parallelism—executes different operations concurrently on separate 
streams of data in multiple compute engines

The HPE NonStop SQL/MX optimizer selects the query plan that helps optimize on these 
parallelism strategies for outstanding performance. The optimizer is rules-driven and cost-based, 
which helps it select the most optimal query plan. Query plans are finalized based on computing 
costs and risk premiums associated with operators. It also considers differences between 
estimates used in costing plans and actual database statistics. The design of the HPE NonStop 
SQL/MX executor is based on data-flow architecture that passes data directly from one operator 
to the next without requiring the data to land on a disk. 

For faster performance, SQL operators are pushed down to the earliest possible execution 
point; often at the point that data is flowing off the disk. The HPE NonStop disk access 
method can not only filter required rows and project for the required columns, but can also 
do simple aggregations.

Manage SQL/MX as a single unified computing resource even with third-party software
Close integration between HPE NonStop SQL/MX and its host OS results in a highly 
simplified user experience when it comes to install and operate the SQL/MX software. Unlike 
the vast majority of other platforms, HPE NonStop SQL/MX is available in each node as soon 
as they start without requiring to install or start a database server but instead are available 
as a dynamic link library (DLL) for applications. 

Furthermore, the RDBMS is presented as a single administrative environment. This means 
any off-the-shelf tool (for example, DB visualizer) may immediately recognize the whole 
cluster as a single computing unit leveraging a single system image, fault tolerant, and 
distributed file system. There is no need for external tools to aggregate information from 
all nodes to present it as a single pane to the end user. All database objects such as tables, 
partitions, disks, triggers, or indexes are immediately visible from all nodes and from 
centralized management.

Out-of-the box fault tolerance
HPE NonStop SQL/MX database software is tightly integrated with the HPE NonStop platform 
and operating system. For over 40 years, these servers have run real-time, mission-critical 
workloads for financial institutions, securities exchanges, telecommunications service providers, 
and healthcare service providers worldwide. The system is designed to automatically provide 
continuous availability of the database system, despite hardware and software failures. 

Active hardware redundancy and software service process pair technology allow the 
HPE NonStop SQL/MX database software to remain fully available and functional through 
any single hardware or software failure. Active redundancy differs from conventional standby 

Massively parallel
HPE NonStop SQL/MX automatically 
executes queries in parallel 

Single system image
HPE NonStop SQL/MX presents itself to 
the user as a single unit to operate
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redundancy, since all components are in active use. This contrasts with hot-standby mode, 
where half of the components are configured to sit idle. 

Critical software services are implemented as process pairs, so if one service fails, the 
request is automatically re-routed to the remaining service, thereby, making the database 
immediately available. This unique and patented technology allows transparent and 
instantaneous takeovers to occur in the case of a failure, as opposed to the alternative, 
involving complex, visible, and lengthy failovers. 

HPE NonStop SQL/MX database software provides these capabilities out of the box with no 
need to create specialized scripts to handle failovers or provision additional hardware to achieve 
redundancy. No other platform can offer this level of database availability out of the box.

Mainstream database compute for your enterprise—on-premises or the private cloud
Today, HPE NonStop SQL/MX is as modern as you can expect to be consumed in 
open environments. ANSI SQL remains by far the most popular language to access 
data and is the default language for HPE NonStop SQL/MX. Additionally, it supports 
Oracle compatible SQL, datatypes, and objects including PL/MX a procedural language 
compatible with Oracle PL/SQL allowing to migrate Oracle applications to SQL/MX with a 
reduced or non-existent porting effort. 

Connectivity is easily achieved using Open Database Connectivity (ODBC) and Java 
Database Connectivity (JDBC) from Windows or Linux® based environments and more for 
all languages supporting those drivers. On-platform access is also available using the same 
protocols for languages such as C, C++, Java, and Python. 

Beyond data access itself, HPE NonStop SQL/MX databases can be deployed within cloud-
based environments using its databases services API to facilitate one-click, self-provisioning 
that does not require any platform knowledge nor interaction with a DBA. Multi-tenancy is 
available with a strong isolation between tenants yet with a smart sharing of resources for 
increased consolidation of applications’ data reducing licensing costs. All these features are 
part of the basic SQL/MX package, no added licenses are required.

ORDERING INFORMATION

HPE NonStop SQL/MX is available for all platforms running the Lxx release of the HPE 
NonStop Operating System. 

PID Description

BE365AC HPE NonStop SQL/MX SW

BE364AC HPE NonStop SQL/MP and SQL/MX SW (SQL/MP is the prior generation of NonStop SQL)

LEARN MORE AT
hpe.com/info/nonstop
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Database services
Consume HPE NonStop SQL/MX in a 
DBaaS mode for agile development and 
quick time to market

“SIMPLICITY IS PREREQUISITE FOR RELIABILITY”
– Edsger W. Dijkstra (1970)

https://www.hpe.com/global/hpechat/index.html?jumpid=Collaterals_a50002329ENW
https://www.hpe.com/us/en/contact-hpe.html
mailto:contactsales@hpe.com
http://www.hpe.com/info/getupdated
http://www.hpe.com/info/nonstop

